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s ABSTRACT

Flowering time is a trait of broad interest and importance to both plant breeders and plant biologists. Unlike
many other traits, flowering time cannot be scored accurately from a single observation; its measurement
requires repeated observations of the same experiments over time. Both classification- and object-detection-
based approaches have demonstrated the potential to estimate flowering time from Unmanned aerial vehicle
(UAV) imagery rather than by manual observation, but they still require data collection at many time points.
Here, we train and deploy a regression-based framework for scoring flowering time. Using a dataset of
more than 200,000 UAV images and associated flowering-time records collected across 27 environments,
we demonstrate that this approach enables the prediction of flowering time from as few as one observation
per field experiment and successfully generalizes to field experiments in environments not represented in
the training dataset. These results indicate that regression-based approaches for predicting flowering time
from sparse UAV observations have the potential to substantially reduce the data-collection burden in field
experiments.
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s INTRODUCTION

s0 Flowering time plays a critical role in the suitability of crop cultivars for specific regions and in the adaptation
31 of wild plant accessions to ecological niches. Because a large proportion of variation in this trait is attributable
32 to genetics in many species, and because the trait affects both crop productivity and plant fitness (Tollenaar]
33 et al.,|1979; Bonhomme et al., [1994; Zalud et al.,|2017), flowering time is often used as a model trait in
34 quantitative- and population-genetics research (Buckler et al., 2009; Weis et al.,|2014). Changes in flowering
35 time can produce substantial differences in many other plant phenotypes (Cross and Zuber, 1973} |Cui et al.,
ss |2017;|Li et al., 2016; Borras et al.| [2009; Ji et al., 2025)); therefore, researchers who are not studying flowering
a7 time directly must often score this trait to control for its confounding effects. Finally, plant breeders record
ss flowering time early in the breeding process as a necessary step in identifying varieties that may be suitable
s9 for different maturity zones.

40 However, unlike many other plant traits (e.g., height, grain yield, leaf number, and root architecture),
41 variation in flowering time within a field experiment cannot be measured on a single date. Instead, repeated
42 visits are necessary from the time the earliest individual flowers until the latest individual flowers to determine
43 when each plot or accession reaches a defined flowering threshold. The need to observe each plot every 1-3
44 days during the flowering season to obtain accurate data (Pauli et al., 2016)) has historically imposed a major
45 labor burden on plant breeders and plant geneticists.

46 In the past decade, unmanned aerial vehicles (UAVs) have transformed field phenotyping by offering fast,
47 repeatable, and high-resolution monitoring at scale. Equipped with RGB cameras and spectral sensors, UAVs
4 can capture fine-grained information on crop growth, health, and architecture (Jin and Eklundh, 2014} Vidican
49 et al.}[2023;|Chang et al., 2020). Several approaches have been used to estimate flowering phenology from
so image and environmental data. Models trained to distinguish plots that have or have not flowered have been
51 applied to UAV-collected RGB images (Shepard et al.| 2025), while related image-analysis approaches have
s2 quantified visible floral structures using pixel-based classification, clustering, and density-based counting
53  methods (Vanbrabant et al., [2020; L1 et al., 2023; |[Zhao et al.,[2022). Classification-based frameworks have
54 also been used to predict flowering time from genotype and environmental time-series data (Deva et al.| [2024).
55 However, although these approaches reduce the need for repeated manual field scoring, they still require
s6 frequent UAV data collection and image processing throughout the flowering period. Alternative approaches
57 using multispectral imagery have demonstrated the potential to predict flowering time from a small number
ss  of flights across the window of flowering in a field experiment, but currently exhibit poor generalization to
59 new locations or years (Camenzind and Yu, [2024; |Fan et al., 2022).

60 Here, we develop and test an approach for measuring flowering time that redefines the task from a
61 classification or object-detection problem to a continuous regression problem. Instead of classifying images
62 as flowering or non-flowering, or detecting specific visible reproductive structures, we assign each UAV
e3 1mage of a plot a quantitative label representing the temporal distance between image collection and flowering
e4 for that plot. This approach allows the model to identify and use information about phenological transitions
65 both before and after flowering rather than relying solely on the flowering event itself. We demonstrate that
e6 this approach can score flowering time without requiring many flights throughout the flowering window, that
67 the regression framework can integrate multilocation, multiseason UAV datasets in which individual flights
es occurred on different dates relative to peak flowering, and that models trained and evaluated on more than
ss 200,000 plot-level images of maize plants with associated flowering-time records can predict flowering time
70 in new experiments and environments.

7 MATERIALS AND METHODS

72 Data sources
73 The flowering-time dataset used in this project consists of data from 27 unique environments in which hybrid
74 field trials were conducted, UAV images were collected, and flowering time was scored as part of either
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75 the Genomes to Fields (G2F) project or the USDA/NIFA High-Intensity Phenotyping Sites program (HIPS)
76 (Figure [T]and Table [ST). The dataset spans seven major corn-growing states across multiple years, with
77 more than 1,200 hybrid genotypes represented in one or more of the included field trials. Environments were
78 defined as unique combinations of year, location, and management practice (e.g., irrigated or nonirrigated
79 and early or late planting). Field-observed flowering time was recorded on a plot basis using the standardized
so protocols defined by the Genomes to Fields consortium (Pauli et al.|[2016; |AlKhalifah et al.|[2018; Lima et al.,
st [2023). Anthesis date was defined as the first day on which half of the plants in a plot had begun shedding
s2 pollen from more than half of the main tassel spike. Silking date was defined as the first day on which half of
s3 the plants in a plot exhibited visible silks. Field personnel collected these data by walking through the fields
s« every second or third day at each experimental location. UAV imagery was collected by different research
85 groups following different research protocols and using a range of UAV platforms, cameras, and flight heights.
ss These heterogeneous acquisition conditions reflect the multi-institutional nature of the dataset and allowed us
87 to evaluate model performance across varying imaging configurations. Individual environments included
ss between 3 and 25 UAV flights within an analysis window spanning from one month before to one month
ss after flowering. Orthomosaic images were generated from individual UAV-acquired aerial images using
90 either Pix4Dmapper (Pix4D SA| nd) or Agisoft Metashape (Agisoft LLC, nd)) as described by |DeSalvio et al.
o1 (2026)), depending on the dataset and data provider. Images representing individual plots on individual dates
92 were extracted from the orthomosaics using polygon shapefiles and a custom Python workflow. The raw
93 resolution of each plot image varied substantially, ranging from 320 x 90 to 1550 x 390 pixels, but all images
94 were resized to 224 x 224 pixels before the analyses described below.

os Calculation of growing-degree-day flowering times

96 Plant growth and development rates respond to changes in temperature. In maize, one of the most widely used
o7 approaches for accounting for the effect of temperature on developmental rate is to express time in growing
98 degree days (GDD) (Gilmore Jr and Rogers, |1958}; |Cross and Zuber, [1972). Weather data were retrieved from
9 the Daymet database (Thornton and Devarakonda, |2024) using planting dates and GPS coordinates for all
100 unique environments except Lincoln in 2024, for which Daymet data were unavailable. For that environment,
101 weather records from LNK, the airport nearest the field, were used instead. For the purposes of our study,
102 daily GDD was calculated using the following formula:

in(7max,30°C Thin, 10°C
GDDdaﬂy — max <O, 1’1’111’1( max )+max( min» ) o 100C>

2

103 where Ty and Th,i, represent the daily maximum and minimum temperatures (°C), respectively. The
104 base temperature for maize growth was set to 10°C, with temperatures capped at 30°C (Gilmore Jr and
105 |Rogers|, [1958]). The total GDD accumulated over a period of n days is given by

n

GDDyotal = Y, GDDygaity, i

i=1

s Formulation of flowering time scoring as a regression problem

107 To implement this labeling strategy, we developed a continuous flowering label that captures the temporal
s relationship between each UAV flight date and the observed flowering date for each plot. Specifically, the
109 label was defined as the time difference—measured in either calendar days or GDD—between the image-
1o acquisition date and the field-recorded flowering date. Each UAV survey thus contributed a unique training
111 instance per plot, and the total number of training samples increased proportionally with the number of
112 flights (Figure[2)). The flight dates were automatically recorded by the UAV control system, ensuring precise
113 temporal alignment across all experiments.
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114 By treating each flight date as an independent observation of plot phenology, this formulation allowed
115 the model to learn flowering progression patterns along a continuous time axis, encompassing both pre-
16 and post-flowering stages. We intentionally defined model applicability in terms of temporal distance from
117 flowering rather than discrete developmental stages, avoiding dependence on stage annotations that are not
118 consistently available or directly comparable across environments. Moreover, this approach substantially
11e expanded the training dataset without requiring additional manual labeling, resulting in more than 200,000
120 plot-by-flight image observations before data augmentation.

121 To evaluate how the temporal range of image data affects prediction performance, we trained and tested
122 models using two distinct time windows centered around the flowering event. In the first setting, we used all
123 UAV images captured within approximately one month before and after the flowering date. In the second,
124 narrower setting, we restricted both training and testing to images collected within a two-week window on
125 either side of flowering, thereby reducing the dataset size.

126 Furthermore, to investigate the impact of temporal label units on prediction performance, we trained
127 separate models using flowering labels expressed in calendar days and in GDD, respectively. This comparison
12s  enabled us to assess the trade-offs between training volume, temporal proximity to flowering, and the
129 biological relevance of the time metrics in model performance.

130 Implementation and training of the prediction model

131 We employed the well-established Vision Transformer (ViT-Base/16) architecture (Dosovitskiy et al., 2020) as
132 the backbone for flowering-time prediction. ViTs divide images into fixed-size patches and use self-attention
133 to integrate visual information across the image. The model was initialized with ImageNet-pretrained weights
134 to leverage general-purpose visual features learned from large-scale natural image data (Zhuang et al., 2020).
135 To adapt the model for regression tasks, the original classification head was replaced with a custom regression
136 head consisting of a dropout layer followed by a fully connected linear layer that outputs a single continuous
137 value (Figure [3). This modification enabled the model to predict flowering time in either calendar days
138 or growing degree days (GDD). The entire model, including both the ViT backbone and the newly added
139 regression head, was fine-tuned end-to-end on our labeled dataset. This fine-tuning allowed the model to
140 adapt its feature representations to the domain-specific plant imagery, while retaining the benefits of transfer
141 learning. Dropout regularization was applied to mitigate overfitting during training (Srivastava et al.,[2014).
142 We applied a series of data-augmentation techniques before model training. The augmentation pipeline
143 consisted of random horizontal flipping (probability = 0.5), random vertical flipping (probability = 0.2), and
144 random rotations within +10°. Additionally, we employed color jittering to increase robustness to variation
145 in illumination and color characteristics across imaging conditions by randomly adjusting brightness, contrast,
146 saturation, and hue. To account for potential imaging noise, we applied a Gaussian blur with a kernel size of 3
147 and a sigma range of 0.1 to 2.0. All images were converted to tensor format and normalized using the ImageNet
14s mean and standard deviation. These augmentations were implemented using the torchvision.transforms
14e module in PyTorch.

150 For model training, we used a batch size of 128 images and adopted a mixed-precision strategy to
151 accelerate computation and optimize GPU memory use. The AdamW optimizer was used, with Smooth L1
152 loss (§ = 1.0) as the training objective. Smooth L1 loss applies a quadratic penalty to small residuals and
153 a linear penalty to larger residuals, reducing sensitivity to large errors compared with mean squared error.
154 Model performance was evaluated using mean absolute error (MAE), calculated as follows:

1a
MAE = ;ZM*%\ (1
i=1

155 where y; and J; denote the observed and predicted values, respectively, for the ith sample. Different
156 learning rates were applied for GDD- and calendar-day-based labels: 5 x 107> and 1 x 107, respectively.

428


https://doi.org/10.64898/2026.09.19.752900
http://creativecommons.org/licenses/by/4.0/

bioRxiv preprint doi: https://doi.org/10.64898/2026.09.19.752900; this version posted September 22, 2026. The copyright holder for this
preprint (which was not certified by peer review) is the author/funder, who has granted bioRxiv a license to display the preprint in perpetuity. It
is made available under a CC-BY 4.0 International license.

157 The training schedule included a 10-epoch warm-up phase with gradually increasing learning rates, followed
158 by cosine annealing in subsequent epochs. To mitigate overfitting, an early-stopping strategy with a patience
159 of 10 epochs was implemented, and the model weights corresponding to the lowest validation loss were
160 retained for final prediction.

161 Testing and validation of flowering time predictions
162 Environments were defined as unique combinations of year, location, and management treatment. To prevent
163 data leakage and account for the shared spatial, temporal, and experimental structure of observations within
164 the same environment, we partitioned the dataset at the environment level into training, validation, and test
165 sets using a fixed random seed (42), with approximately 80%, 10%, and 10% of environments assigned
166 to each set, respectively (Roberts et al., [2017). The split was determined before model training and was
167 not based on model performance. This fixed held-out test set was designed to evaluate model performance
168 in previously unseen environments. The test set consisted of 2020WIH2, 2021NEH]1, and 2021MIH. For
e analyses using multiple UAV flights, the model was applied independently to each flight, and the resulting
170 flowering-time estimates for the same plot were combined by taking their arithmetic mean. No multi-temporal
171 model or joint multi-flight input was used.
Repeatability was primarily estimated for genotypes represented in both biological replicates within
an environment. Replicate was treated as a fixed effect and genotype as a random effect, with variance
components estimated by restricted maximum likelihood. Repeatability was calculated as:

)
O,
e % 2)
67+ 62 /rep
172 For genotypes represented by multiple plots within the same replicate, plot-level values were first averaged
173 within replicate before estimating repeatability.
174 Because a substantial number of genotypes in the held-out test environments were represented in only

175 one biological replicate, we additionally calculated Cullis generalized repeatability, which allows information
176 from unbalanced replication to contribute to the estimate:

PEV (g, — &
H2o1- (8 —8&r)

. 3)
3
177 Here, the numerator is the mean prediction error variance of pairwise genotype differences. Cullis
17s repeatability was used as a complementary analysis and is reported in the Supplementary Information. For
179 analyses using multiple UAV flights, repeatability estimates were calculated for each k-flight combination
180 and then averaged across combinations. Manual repeatability was calculated from field-recorded flowering
181 phenotypes using a plot set matched to the UAV data. Specifically, we used the subset of physical plots
182 represented in the UAV flight with the greatest plot coverage, with each physical plot included only once.

183 To evaluate the performance and temporal consistency of our maize flowering-time prediction model
184 without field-recorded anthesis dates, we conducted an independent test using UAV imagery from the 2022
185 Crawfordsville HIPS site. At this site, 84 maize hybrids were represented across 522 plots, and three UAV
186 surveys were conducted during the growing season (Shrestha et al., 2024). The first two surveys were used
187 for the independent evaluation described here. Because field-recorded anthesis dates were unavailable, each
188 plot in the first orthomosaic was visually annotated as tasseling or non-tasseling based on visible tassels.
189 These annotations served as a surrogate reference. The model predicts the relative time to anthesis for each
190 plot, with negative values indicating pre-anthesis and positive values indicating post-anthesis. For evaluation,
191 predictions were classified as tasseling or non-tasseling based on their sign and compared with the visual
192 annotations. To assess temporal consistency, predictions from the two flights, conducted 14 days apart,
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193 were compared for plots that had not flowered by the first flight. The model was trained using imagery
194 collected within two weeks of anthesis, based on preliminary analyses that identified this window as the most
195 informative.

196 Visualization of image saliency

197 To interpret predictions made by the ViT-based regression model, we employed gradient-weighted class
198 activation mapping (Grad-CAM) to visualize salient regions of the input plant images (Selvaraju et al.,|2017).
199 Because ViT lacks convolutional layers, we applied Grad-CAM to the final transformer block, specifically
200 targeting the output of the last attention-based feature-projection layer. We used the implementation provided
201 by the pytorch-gradcam library, which supports transformer-based architectures. The resulting activation maps
202 were overlaid on the original images to highlight regions that contributed most strongly to flowering-time
203 predictions. This qualitative visualization helped verify that the model attended to biologically meaningful
204 structures, such as leaf arrangements and canopy patterns, during inference.

2 RESULTS

206 We assembled paired flowering-time and UAV-image datasets collected over a six-year period, from 2019
207 to 2024, by research groups in seven states (Figure[I]). In each environment, anthesis (male flowering) and
208 silking (female flowering) dates were scored and recorded separately for each plot. Individual environments
200 included from 3 to 25 flights throughout the growing season. The resulting dataset included more than
210 200,000 images of 20,386 unique maize plots. Each image was annotated with the time between image
211 collection and anthesis or silking, expressed in both calendar days and GDD.

212 Models were trained on data from 21 of the 27 environments. When only images taken within one month
213 of the recorded flowering dates were considered, the models achieved MAEs of 4.92 days (R*> = 0.85) and
214 69.17 GDD (R? = 0.80) for anthesis, and 4.40 days (R* =0.89) and 58.76 GDD (R?> = 0.86) for silking, when
215 evaluated on UAV-image data from environments that had been entirely withheld from training (Figure 4.
216 Constraining image collection to within two weeks of flowering improved MAE to 3.20 days (R*> = 0.79)
217 and 37.17 GDD (R? = 0.82) for anthesis, and 3.32 days (R? = 0.78) and 40.47 GDD (R? = 0.78) for silking
218 (Figure . The R? values of GDD-based models were consistently higher than those of calendar-day-based
219 models, potentially because GDD more accurately reflects the physiological development observed in UAV
220 1images from different sites. MAE was also lower for GDD-based models after converting GDD to calendar
221 days using the typical rate of GDD accumulation at flowering in these test locations (approximately 16 GDD
222 per day).

223 To separate the effect of training-window selection from differences in evaluation range, we evaluated
224 models trained using different temporal windows on identical held-out test subsets restricted to £2 weeks (a
225 28-day interval) and +1 week (a 14-day interval) around flowering. Because the +2-week training dataset
226 was a subset of the +=1-month (approximately 60-day interval) dataset, models trained using the two temporal
227 windows could be compared directly on exactly the same test images. This allowed models trained using
228 the +1-month and £2-week datasets to be compared on exactly the same test images. When evaluated
229 on the same +2-week test subset, models trained on imagery collected within two weeks of flowering
230 consistently outperformed those trained on imagery collected within one month before or after flowering for
231 both calendar-day and GDD targets (Table[I). When using data from the two weeks before and after flowering
232 for training, the best predictive performance—regardless of whether calendar days or GDD were used as the
233 target—was achieved when predicting the period from one week before to one week after flowering using
23+ imagery from the same interval. Models trained using the difference in calendar days as the target performed
235 best when trained on two-week datasets and evaluated using UAV imagery from within one week of flowering,
236 yielding MAEs of 2.61 days for anthesis and 2.87 days for silking. When GDD difference was the target, the
237 lowest MAEs were likewise obtained using the two-week training dataset and imagery collected within one
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238 week of flowering, reaching 33.92 GDD for anthesis and 37.92 GDD for silking. Compared with models that
239 used calendar days, GDD-based models demonstrated slightly better performance.

240 The three environments in the held-out test dataset were the 2020 Wisconsin G2F hybrid field 2, the
241 2021 Nebraska G2F hybrid field 1, and the 2021 Michigan G2F hybrid field. Prediction performance varied
242 noticeably among these locations (Figure[6); 2020WIH2 consistently achieved the best predictive performance,
243 whereas 2021 MIH consistently exhibited the lowest performance across nearly all dataset configurations
244 and temporal metrics. These locations differed in their environmental conditions and in the UAV platforms,
245 cameras, and flight altitudes used to collect imagery. However, given the limited number of environments in
246 the held-out dataset, it was not possible to determine which factors explained the substantial differences in
247 model performance among locations. Averaging flowering-time estimates generated independently for the
248 same plot from flights on different dates consistently decreased MAE, with diminishing improvements as the
249 number of flights included in the average increased (Figure[7} Supplementary Figure[ST). This pattern was
250 consistent when considering flights collected within either two weeks or one month before or after flowering.
251 Repeatability analysis showed that flowering-time estimates from UAV imagery could approach the
252 repeatability of manual measurements, particularly when predictions from multiple flights were averaged
2ss (Figure[8). In 2020WIH2, repeatability increased as additional flights were included and, for several trait
254 and prediction-scale combinations, approached the corresponding manual reference values. In 2021MIH,
255 averaging across flights increased repeatability to levels that, for some trait and prediction-scale combinations,
256 exceeded the manual reference. Repeatability in 2021NEH]1 was generally lower. Overall, averaging
257 independent predictions across UAV surveys improved the reliability of genotype-level flowering phenotypes
258 and, under some conditions, produced repeatability comparable to or greater than that of manually scored
259 flowering time. Because many genotypes in the held-out environments were represented in only one biological
260 replicate, we additionally evaluated repeatability using the Cullis estimator, which showed a similar pattern[S2]
261 Although the trained model outputs a predicted time relative to flowering, the same predictions can be used
262 to classify individual plot images as flowered (positive predicted time relative to flowering) or not flowered
263 (negative predicted time relative to flowering). In an independent dataset collected in Crawfordsville, lowa,
264 in 2022, for which observed flowering-time data were unavailable, the model’s flowering-status predictions
265 agreed with human classifications of the same images in 92% of cases (Figure [O]A). The images did not have
266 sufficient resolution to reveal individual anthers, so human annotations of UAV images reflected the presence
267 or absence of tassels (the male inflorescences of maize), which typically become visible several days before
268 anthesis. Predicted flowering dates obtained from flights conducted 14 days apart were broadly consistent,
269 with a mean absolute difference of 47 GDD (approximately 3 calendar days) between predictions for the
270 same plot from the early and late flights (Figure OB).

271 Model attention, as visualized by Grad-CAM, shifted dynamically across repeated observations of the
272 same plot at different stages of maize development (Figure[I0). Before visible tassel emergence, the model
273 focused predominantly on the centers of leaf whorls, from which tassels would ultimately emerge. This
274 pattern suggests that the model may recognize subtle pre-tasseling visual cues, such as upper-leaf orientation
275 or stem extension. Around the anthesis date (i.e., within a few days before or after), highlighted areas were
276 relatively small and less pronounced, suggesting more localized and uncertain attention. At substantially
277 later stages, attention shifted from the tassel and plant center to the surrounding leaf canopy, which may be
27 difficult to discern by human observers, suggesting that broader changes in canopy appearance became more
279 informative for estimating how long before image collection flowering had occurred.

220 DISCUSSION

281 The promise of high-throughput field phenotyping is to reduce the cost of trait measurement, enabling
282 larger populations, greater replication, and broader evaluation across environments. However, because plant
283 appearance, developmental timing, imaging conditions, and management practices can vary substantially
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28« among environments and years (Odé et al., |2025]), many models remain closely tied to specific experimental
285 settings or sampling schedules (Lyu et al., 2023 (Camenzind and Yu, [2024] [Fan et al.,|2022). In this study,
286 we developed a single regression framework using more than 200,000 plot-level UAV images from over
287 1,200 hybrid genotypes across 27 environments, spanning diverse years, locations, management conditions,
288 imaging platforms, and flight schedules. By expressing flowering phenology as a continuous temporal
289 prediction problem rather than a stage-specific classification task, data from heterogeneous experiments could
200 be incorporated into a common modeling framework without requiring identical sampling schedules. This
201 design emphasizes transferability across environments and better reflects how UAV phenotyping data are
202 generated across breeding programs and research networks. More broadly, such an integrative framework
203 may help move image-based phenotyping from experiment-specific models toward approaches that can be
204 reused across diverse field conditions.

295 Models trained to predict flowering time via regression achieved reasonably strong performance. Using
206 single UAV images collected within two weeks of flowering, models achieved MAEs of 3.20 and 3.32
297 days for anthesis and silking, respectively, across held-out environments; when GDD was used as the
208 prediction target, MAEs were 37.17 GDD for anthesis and 40.47 GDD for silking (Figure [5). Combining
299 predictions from multiple UAV surveys further reduced prediction error, with MAE decreasing substantially
so0 as additional surveys were included. These prediction errors are comparable to those of previous UAV-based
sor approaches for estimating maize flowering phenology, which reported errors of approximately 3—6 days
sz using multitemporal spectral, textural, or LIDAR-derived canopy-height information (Liu et al., 2025)). In
303 contrast, our approach relies only on standard RGB imagery and can operate with relatively sparse UAV
s04 surveys, substantially reducing data-acquisition requirements and the associated operational cost compared
ss with approaches requiring specialized sensors or dense temporal sampling. Given that some locations in
sos our dataset were flown only every 2-3 weeks, it was not possible to directly benchmark our model against
so7 classification-based methods. Such methods are not viable with the low-frequency UAV data used in this
sos  study and generated by many other research groups.

309 The repeatability analysis further suggests that UAV-derived flowering estimates can provide genotype-
sto level phenotypes with reliability comparable to manual scoring, particularly when predictions from multiple
s11  flights are averaged. In 2021 MIH, where flowering was relatively asynchronous among plants within the same
sz plot, averaged multi-UAV predictions exceeded the repeatability of the manual measurements, suggesting
a1z that image-based estimates may be less sensitive to within-plot variation in flowering time.

314 One topic of ongoing debate in the research community is the degree of benefit, if any, provided by
a5 expressing the timing of crop developmental milestones in environmentally adjusted terms (e.g., GDD,
a6 photothermal time (Ellis et al., [1992)), or heliothermal units (Zheng et al.,|2023)) rather than simple calendar
si7 time. These adjusted measures are known to be more physiologically relevant, but they require more
s1s metadata and expertise to calculate than calendar-time intervals. Here, we found that the GDD-based MAEs
a9 corresponded to approximately 2.3 days for anthesis and 2.5 days for silking, compared with 3.20 and
s20 3.32 days for models trained directly on calendar time. When flowering time can be expressed in GDD,
s21 it likely makes sense to do so; however, our results suggest that it is not essential, because prediction
s22 performance was only modestly reduced when models were trained and evaluated using calendar time.
323 Although GDD accounts for temperature-driven differences in development, other environmental conditions
s2+ may also affect the relationship between plant appearance and time relative to flowering. For pre-flowering
s2s  predictions, environmental conditions between image acquisition and flowering have not yet occurred,
s2s whereas for retrospective predictions from post-flowering images, these conditions could potentially be
s27  reconstructed from historical environmental records. Future work could evaluate whether incorporating
s2s forecast, observed environmental, or thermal-time information as additional model inputs further improves
s29 prediction performance, although this would shift the task from image-based prediction toward a multimodal
s30 framework.

331 The ability to predict flowering time in advance or estimate it retrospectively substantially reduces the
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sz logistical burden of using UAVs to score this trait. However, prediction performance as flight dates moved
sss  farther from the recorded flowering time. Models trained using images collected within two weeks on either
s+ side of recorded flowering predicted flowering approximately one day more accurately than models trained
ss5  using images collected within one month on either side of flowering (Table[I). The increase in MAE with
sss broader prediction windows likely reflects the inclusion of observations that contain less direct information
s37 about flowering status. In the current framework, predictions from different flight dates are treated equally,
sss whereas future approaches could incorporate temporal weighting or model uncertainty to give greater weight
339 to observations collected closer to flowering. Flying more often can improve accuracy because averaging
a0 flowering-time estimates for the same plot imaged on different dates reduced error (Figure[7). However,
a1 most of the potential gain was achieved with two or three flights, with rapidly diminishing marginal benefits
ss2 thereafter. In the held-out test environment where imagery was collected at the highest resolution (2020WIH2),
a3 MAE declined below two days once predictions from three flights were included. An MAE below two days
s« may be suitable for many genetics and breeding applications, particularly when the objective is to obtain
a5 flowering-time estimates without repeated manual field visits. A portion of the remaining prediction error may
s4s  also reflect human visual estimation error and temporal interpolation in manually recorded flowering dates,
a47 particularly when inclement weather or holidays caused larger gaps between ground-truth measurements.
s4s  Collecting imagery from a given field once every 10-14 days would be sufficient to provide multiple images
a49  within two weeks of flowering. With larger and more standardized datasets, future studies could move beyond
ss0  evaluating whether flowering time can be predicted from sparse UAV observations to identifying optimal
351 data-collection strategies. For example, systematic comparisons of image resolution, flight timing relative to
ss2  flowering, flight altitude, and the number and spacing of flights could help determine which combinations
33 provide the greatest predictive value. Such analyses could ultimately guide the development of more efficient
ss«  UAV phenotyping protocols that minimize data-collection costs while maintaining accurate flowering-time
355  estimates. Importantly, the model was evaluated in environments that were completely excluded from training,
ss6  indicating that application to a new environment does not inherently require local flowering-time labels for
357 model training. The independent Crawfordsville dataset further showed that useful predictions could be
38 obtained without plot-level field-recorded anthesis dates. For breeding programs seeking greater site-specific
sso  performance, a relatively small locally scored subset could potentially be used for calibration or further
ss0 adaptation.

361 UAV surveys conducted near the flowering date tended to produce predicted values close to zero and
ss2 minimal heat-map activation, likely because flowering was used as the temporal reference point for label
ses assignment. However, before flowering, attention focused on the tassel region—even before its clear
34 emergence—suggesting that the model can detect subtle pre-flowering traits, such as visual changes in
ses upper-canopy morphology, that are often imperceptible to human observers. This finding implies a capacity
se6 to capture temporally relevant signals beyond obvious phenotypic markers. The later shift in attention
se7 toward surrounding leaf tissues highlights the model’s ability to reweight visual features depending on
sss developmental context. This capacity suggests that the trained backbone can serve as a foundation for other
se9 developmental-stage recognition tasks, particularly those involving subtle phenotypic changes over time
370 (Zdrazil et al., [2025).

s CONCLUSION

a2 Regression-based approaches applied to UAV-based RGB imaging have strong potential to predict crop
s7zs flowering time using data from a modest number of flights. The models evaluated here predicted flowering
a7+ time with acceptable prediction performance in previously unseen environments using imagery from as few as
a5 one flight. Significant differences in prediction performance among locations suggest that site-specific factors,
aze including environmental conditions, sensor quality, and image resolution, may influence model performance;
sz further work is needed to identify optimal flight parameters and data-collection protocols. Examination of
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azs model interpretability suggests that the trained model learned key visual features and physiological transitions
s7e that precede and follow flowering, and that the trained backbone may be repurposed to quantify other
sso developmental milestones under field conditions. The model’s performance in unseen environments suggests
se1 that it may already be useful to research groups seeking to estimate flowering time from previously collected
ss2 UAV-based RGB imagery.

s DATA AVAILABILITY

ss« The UAV imagery and associated spatial data used in this study were obtained from a combination of publicly
sss available datasets and data generated by our group. Publicly available datasets were obtained through the
sss Genomes to Fields (G2F) 2020-2021 project (DeSalvio et al.| 2026) and the USDA/NIFA High-Intensity
ss7  Phenotyping Sites (HIPS) program (Shrestha et al.l 2024). Environment-specific G2F 2020-2021 UAV
sss datasets are available through Figshare and hosted via Purdue University’s Data 2 Science (D2S) platform,
sss  while HIPS data are available through Dryad (Shrestha et al., 2024). UAV imagery and associated data
a0 generated by our group for the remaining environments are available through Zenodo. Repository information
so1 and DOIs for all environments used in this study are provided in Table [S2] The Zenodo repository listed
392 as “All other locations” in Table @] (10.5281/zenodo.22802687) also contains the curated, analysis-ready
ses  HDFS5 dataset used in this study, including plot-level UAV images matched with flowering-time phenotypes
s« and associated metadata, as well as the trained model weights used for prediction. The source code used for
ses data preprocessing, model training, prediction, evaluation, statistical analyses, and generation of the results
a6 presented in this study is publicly available through our GitHub repository.
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Figure 1. Geographic distribution of UAV data-collection sites used in this study. Field experiments
were conducted across seven U.S. states between 2019 and 2024. Circles indicate environments used for
model development and evaluation, with colors denoting the year of data acquisition. The triangle indicates
the independent 2022 Crawfordsville HIPS site, for which no field-recorded flowering-time data were
available and which was used exclusively for external validation.
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Figure 2. Conceptual labeling framework for using UAV-survey data to predict flowering time. The
temporal distance between a UAV survey (UAV icon) and plant anthesis (central plant icon) is used as a
predictive label. The upper two panels (dark-blue arrows) show two plots from a single UAV survey with
unique anthesis times, whereas the bottom panel (yellow arrow) represents a different experiment. The
bidirectional purple arrows indicate the relative time difference, which is normalized and used as a consistent
reference label for all data.
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Figure 3. Workflow of the flowering-time regression model. The diagram shows the key processing steps
from an input UAV image to the predicted time between the flight and flowering.
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Figure 4. Predicted versus observed flowering times from models trained with UAV images captured
within one month before or after flowering and labeled using the continuous-label framework.
Predictions were made for anthesis (A, B) and silking (C, D) using either calendar days (A, C) or growing
degree days (GDD; B, D). Each point represents an individual plot; colors indicate experimental locations:
2020WIH2 (blue), 2021NEH1 (orange), and 2021MIH (green). The dashed black line represents 1:1
correspondence. Mean absolute error (MAE) and coefficient of determination (R?) are shown in each panel.
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Figure 5. Predicted versus observed flowering times from models trained with UAV images captured
within two weeks before or after flowering and labeled using the continuous-label framework.
Predictions were made for anthesis (A, B) and silking (C, D) using either calendar days (A, C) or growing
degree days (GDD; B, D). Each point represents an individual plot; colors indicate experimental locations:
2020WIH2 (blue), 2021NEH1 (orange), and 2021MIH (green). The dashed black line represents 1:1
correspondence. Mean absolute error (MAE) and coefficient of determination (R?) are shown in each panel.
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Figure 6. Mean absolute error (MAE) of flowering-time predictions across three experimental sites:
2020WIH2 (blue), 2021NEH1 (orange), and 2021MIH (green). Panels A—D show results from models
trained with UAV images collected within one month before or after flowering, whereas panels E-H show
results from models trained with images collected within two weeks before or after flowering. Anthesis
predictions are shown in A, B, E, and F; silking predictions are shown in C, D, G, and H. Time units are
calendar days (A, C, E, G) or growing degree days (GDD; B, D, F, H). All models were trained using the
continuous-label framework.
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Figure 7. Effect of combining predictions from multiple UAV flights on flowering-time prediction
error measured in growing degree days (GDD). Panels A and C show results from models trained with
UAV images collected within one month before or after flowering, whereas panels B and D show results from
models trained with images collected within two weeks before or after flowering. Anthesis predictions are
shown in A and B, and silking predictions are shown in C and D. For each number of combined random
flights, MAE was calculated across all available combinations containing that number of UAV flights.

18[25]


https://doi.org/10.64898/2026.09.19.752900
http://creativecommons.org/licenses/by/4.0/

bioRxiv preprint doi: https://doi.org/10.64898/2026.09.19.752900; this version posted September 22, 2026. The copyright holder for this
preprint (which was not certified by peer review) is the author/funder, who has granted bioRxiv a license to display the preprint in perpetuity. It
is made available under a CC-BY 4.0 International license.

>

One-Month Anthesis (DAY) B Two-Week Anthesis (DAY) c One-Month Silking (DAY) D Two-Week Silking (DAY)

=
o

o
o

o
o

Repeatability
o
=
Repeatability

Repeatability

\
\
Repeatability

02
0.0
123 456 7 8 910 12 3 4 5 6 123456 7 8 910 12 3 4 5 6 EXP:
Combined Flights Combined Flights Combined Flights Combined Flights —e— 2020WIH2
—e— 2021MIH
E One-Month Anthesis (GDD) F Two-Week Anthesis (GDD) G One-Month Silking (GDD) H Two-Week Silking (GDD) —e— 2021NEH1
1.0 [rrrrrrrr e

Repeatability
) o )
S o @
Repeatability
T
i
\ \
i
i
i
i
i
i
i
i
i
i
i
i
i
i
i
i
i
i
i
i
i
i
i
i
i
|
]
Repeatability
Repeatability

o
g
|
'
{
|

v SCOL:nbi?\edGFlig:\tsa s ! : Comimed F?ights ° ° P 3C04mbi?\ed6Flig:|tsa o ! : Comzined F‘I’lghts : °
Figure 8. Effect of averaging flowering-time predictions from multiple UAV flights on repeatability.
Panels A—D show repeatability for anthesis and silking predictions expressed in days (DAY), and panels E-H
show the corresponding results expressed in growing degree days (GDD). One-month prediction windows
are shown in A, C, E, and G, whereas two-week prediction windows are shown in B, D, F, and H. Solid lines
show repeatability of UAV-derived flowering-time estimates for each held-out environment as predictions
from increasing numbers of flights were averaged. Dashed horizontal lines indicate the repeatability of the
corresponding manually scored flowering-time measurements. For each number of flights, repeatability was
calculated for all available combinations containing that number of UAV flights and averaged across
combinations.
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Figure 9. Evaluation of model performance on the 2022 Crawfordsville HIPS dataset. (A) Confusion
matrix comparing model-predicted anthesis status (x-axis) with visual assessments of tassel presence (y-axis).
Visual labels were assigned according to whether more than 50% of plants in a plot exhibited visible tassels.
The model’s binary anthesis predictions aligned well with visually assessed tassel emergence. (B) Histogram
of absolute differences in predicted anthesis GDD between two UAV flights for the same plots. Each bar
represents the number of plots with a given level of disagreement between the two predictions. The red
dashed line indicates the mean prediction difference and reflects model consistency across flights.
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Figure 10. Orthomosaic images and corresponding Grad-CAM heat-map visualizations of a maize
plot across four UAV survey dates. The plot ID is 2020WIH2:1020716, the genotype is
W10004_0112/PHZ51, and recorded anthesis occurred on July 21. Images were generated by a
two-week-window anthesis GDD prediction model. (A, B) The plot on July 12, with a reference label of
—112.46 and a model prediction of —99.94. (C, D) The plot on July 20, with a label of —11.04 and a
prediction of —17.12. (E, F) The plot on July 25, with a label of 46.98 and a prediction of 43.94. (G, H) The
plot on August 5, with a label of 163.75 and a prediction of 201.40.
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Table 1. Mean absolute error by training and evaluation window

Prediction target + 1 month =+ 2 weeks = 1 week

Anthesis (days) 4.923 4.117 4.234

=+ 1-month Silking (days) 4.401 4.280 4.251
training window  Anthesis (GDD) 69.168 63.960 71.545
Silking (GDD) 58.765 49.860 52.987

Anthesis (days) - 3.205 2.607

+ 2-week Silking (days) - 3.317 2.868
training window  Anthesis (GDD) - 37.1687 33.923
Silking (GDD) - 40.473 37.922
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Figure S1. Effect of combining predictions from multiple UAV flights on flowering-time prediction
error measured in Calendar days. Panels A and C show results from models trained with UAV images
collected within one month before or after flowering, whereas panels B and D show results from models
trained with images collected within two weeks before or after flowering. Anthesis predictions are shown in
A and B, and silking predictions are shown in C and D. For each number of combined random flights, MAE
was calculated across all available combinations containing that number of UAV flights.
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Table S1. Number of UAV flights available within &1 month and +2 weeks of flowering for each

environment.
Environment =£1 month =42 weeks Environment +1 month +2 weeks
2019MIH 5 3 2021NEH1 6 2
2020DEH1 7 4 2021TXH1 12 8
2020MIH 8 5 2021TXH2 12 7
2020MNH1 8 5 2021TXH3 15 7
2020MOH1 25 13 2021WIH1 13 8
2020TXH1 12 6 2021WIH2 13 7
2020TXH2 12 6 2021WIH3 12 7
2020TXH3 12 6 2022LIN 3 2
2020WIH1 16 10 2022MIH 9 6
2020WIH2 10 6 2022SCT 3 2
2020WIH3 10 7 2023MIH 6 2
20211AH4 9 5 2023UNLHIPs 5 3
2021MIH 11 5 2024UNLG2F 5 2
2021MNH]1 6 4 2024UNLHIPs 5 3

Table S2. Publicly available UAV datasets used in this study.

Environment / Dataset Repository DOI

2020TXH1;2;3 Figshare 10.6084/m9.figshare.33301716
2021TXHI1;2;3 Figshare 10.6084/m9.figshare.33301719
2021NEH1 Figshare 10.6084/m9.figshare.33301713
20211AH4 Figshare 10.6084/m9.figshare.33301599
2020MOH1C5a Figshare 10.6084/m9.figshare.33301704
2020MOHI1C5b Figshare 10.6084/m9.figshare.33301707
2020MNH1 Figshare 10.6084/m9.figshare.33301611
2021MNHI1 Figshare 10.6084/m9.figshare.33301701
2020WIH1 Figshare 10.6084/m9.figshare.33301749
2020WIH2 Figshare 10.6084/m9.figshare.33438316
2020WIH3 Figshare 10.6084/m9.figshare.33301764
2021WIH1 Figshare 10.6084/m9.figshare.33301755
2021WIH2 Figshare 10.6084/m9.figshare.33301758
2021WIH3 Figshare 10.6084/m9.figshare.33301776
HIPS multistate maize trials Dryad 10.5061/dryad.905¢ftttm

All other locations Zenodo 10.5281/zenodo.22802687
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Figure S2. Effect of averaging flowering-time predictions from multiple UAV flights on Cullis
repeatability. Panels A—D show Cullis repeatability for anthesis and silking predictions expressed in days
(DAY), and panels E-H show the corresponding results expressed in growing degree days (GDD).
One-month prediction windows are shown in A, C, E, and G, whereas two-week prediction windows are
shown in B, D, F, and H. Solid lines show Cullis repeatability of UAV-derived flowering-time estimates for
each held-out environment as predictions from increasing numbers of flights were averaged. Dashed
horizontal lines indicate the Cullis repeatability of the corresponding manually scored flowering-time
measurements. For each number of flights, repeatability was calculated for all available combinations
containing that number of UAV flights and averaged across combinations.
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